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Load Response Fundamentally Matches Power System Reliability Requirements
B. J. Kirby, Senior Member, IEEE
Abstract-- Responsive load is the most underutilized reliability resource available to the power system. Loads are frequently barred from providing the highest value and most critical reliability services; regulation and spinning reserve. Advances in communications and control technology now make it possible for some loads to provide both of these services. The limited storage incorporated in some loads better matches their response capabilities to the fast reliability-service markets than to the hourly energy markets. Responsive loads are frequently significantly faster and more accurate than generators, increasing power system reliability. Incorporating fast load response into microgrids further extends the reliability response capabilities that can be offered to the interconnected power system. The paper discusses the desired reliability responses, why this matches some loads' capabilities, what the advantages are for the power system, implications for communications and monitoring requirements, and how this resource can be exploited. 
Index Terms—interconnected power systems, load management, power system control, power system economics, power system planning, power system reliability, power system security
I.   Introduction

D
EMAND response is the largest underutilized reliability resource in North America. Historic demand response programs have focused on reducing overall electricity consumption (increasing efficiency) and shaving peaks but have not typically been used for immediate reliability response. Many of these programs have been successful but demand response remains a limited resource. The Federal Energy Regulatory Commission (FERC) report, “Assessment of Demand Response and Advanced Metering”, found that about five percent of customers are on some form of demand response program [1]. Collectively they represent an estimated 37,000 MW of response potential. These programs reduce overall energy consumption and they also reduce stress on the power system at times of peak loading.

More recently demand response has begun to be considered, and in some cases actually used, to directly supply reliability services to the power system. Rather than reducing overall power system stress by reducing peak loading over multiple hours these programs are targeted to immediately respond to specific reliability events. This is made possible by advances in communications and controls and has benefits for the power system and the loads. 

Unfortunately, preconceptions concerning load response capabilities, coupled with misunderstandings of power system physical reliability needs, are limiting the use of responsive loads. In many places loads are prohibited from providing the most valuable reliability services in spite of there being evidence that their response can be superior to that of generators. This is denying the power system of a valuable reliability resource. It is also denying loads the ability to sell valuable services.

This paper (based upon a longer Oak Ridge National Laboratory Report [7]) addresses a number of common misconceptions concerning responsive load and power system reliability interactions.
II.   Responsive Load as a Power System Reliability Resource
When used at all by the power system, load response has historically been confined to peak reduction, non-spinning reserve, and emergency load reductions. NERC did not allow load to provide spinning reserve until recently and most regional councils still do not. ERCOT and Reliability First (PJM) are now the two exceptions.
This characterization is not strictly true. Under frequency, under voltage, and fast manual load shedding have always been recognized as invaluable tools for saving the interconnected power system from collapse in dire emergencies. Failure to have and use this capability was one of the major contributors to the August 2003 northeast blackout [9]. The difference, of course, is that while load shedding is fast and accurate enough to be used in the most critical reliability situation the response is involuntary and utility-grade equipment is used to implement it. Its involuntary nature also means that it can only be used very infrequently. Regularly utilizing fast voluntary reliability load response will benefit both the power system and the loads.
For some time my colleagues and I have been advocating that power system reliability could be enhanced by and encouraging responsive load to provide spinning reserve and, more recently, of regulation [2], [3], [4], [5], [6]. We note that the basic response capabilities of some loads are a better match to the power system requirements for spinning reserve and regulation than they are to peak reduction. The limited amount of storage available to the load favors providing the faster but shorter responses. Modern communications and control technology make fast response possible from loads as diverse as residential air conditioners to 80,000 hp pumps or 400 MW aluminum smelters. We are heartened to see that half of the ERCOT spinning reserve requirement is now allowed to (and does) come from responsive load and that PJM now also allows load to provide spinning reserve. Hopefully the rest of the regions will follow soon.
A.   Responsive Load for Spinning Reserve
A fundamental characteristic of many loads is that while they can be interrupted they can not sustain that response indefinitely. Residential hot water heating, residential and commercial air conditioning, refrigeration, water pumping, aluminum smelting, etc. are all examples of loads that can be interrupted, most frequently, but only for limited times. 
Communications and control technology enable these loads to be curtailed immediately in the event of a frequency deviation and quickly when called upon by the system operator. NERC rules state that generators supplying spinning reserve must begin responding immediately and be fully responsive within ten minutes [8]. Loads can respond much faster than ten minutes, being fully responsive essentially immediately. 
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One obstacle to using responsive loads for spinning reserve is the typically specified two hour response duration capability. This specification is in contrast to the way spinning reserve is typically used. Figure 1 shows that reserves are typically deployed for only about ten minutes in New York, California and New England. Longer response events are important for reliability and are occasionally required but even these are seldom two hours. Loads like residential air conditioners could provide infrequent long response for critical emergencies and would be comfortable providing the typical ten to thirty minute response more frequently.
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Fig. 1.  ISOs differ in the frequency of their use of contingency reserves but reserve deployment is typically fairly short.
While one could meet the two hour duration capability requirement by splitting thirty-minute-capable reserves into blocks and deploying them sequentially as shown in Figure 2 this would not be the best use of the resource. Groups 2-4 would never respond to the vast majority of events and would be wasted. Other resources would have to provide ¾ of the response. Even in the case of a serious, sustained emergency the system operator might prefer the larger near instantaneous response offered by deploying all of the loads at once and using slower responding reserves to replace the fast response within thirty minutes. Alternatively, the system operator could hold the response longer than thirty minutes if a longer, infrequent, emergency response capability had been negotiated. Specifying the normal response requirement at thirty minutes still leaves the system operator the option to deploy the reserve in sequential blocks to obtain two hours of response if that is desired on some occasions.
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Fig. 2.  Which response best supports power system reliability?

Some are concerned that using responsive load to supply spinning reserve will reduce the generation inertia and decrease system stability. WECC has performed preliminary analysis indicating that, at least in the case simulated, the faster response speed of responsive load is the more important characteristics and system stability actually improves when load is used for spinning reserve (Figure 3).
Fig. 3.  WECC system stability is enhanced when 300 MW of responsive load (upper curve) replaces an equal amount of generation (lower curve). Stability runs performed by Donald Davies of WECC.

Real-time monitoring can present a problem when large aggregations of small loads provide spinning reserve. Real-time supervisory control and data acquisition (SCADA) monitoring is currently required for the large generators that typically provide reliability reserves to the power system. Similar real-time monitoring is appropriate when large loads provide reliability reserves. Traditional SCADA monitoring may be too expensive for large numbers of small responsive loads, however, but it also may not be necessary to obtain the same level of system reliability. 
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Contingency reserve resources are closely monitored for three distinct reasons: (1) to inform the system operator of the availability of reserves before they are needed, (2) to monitor deployment events in real time so that the system operator can take corrective action in case of a reserve failure, and (3) to monitor individual performance so that compensation motivates future performance. Because the same monitoring system provides all three functions, we often fail to distinguish between these functions. For small loads, it may be better to look at each function separately.

Large aggregations of small resources inherently behave differently (statistically) than small numbers of large resources (deterministically); monitoring requirements may therefore be different. Resource availability can be addressed through load forecasting techniques which predict the aggregate load and therefore the aggregate available response. Real-time monitoring of each individual is not needed. Real-time monitoring of a statistical sample can be useful to augment the forecast.
Interestingly there is good reason to believe that the inherent reliability of the response from aggregations of small loads (which individually may be less reliable) is actually better than the reliability of response from large generators (which individually may be more reliable) [4]. In the simple example shown in Figure 4, spinning reserve is being supplied by six generators that can each provide 100 MW of response with 95% reliability. There is a 74% chance that all six generators will respond to a contingency event and a 97% probability that at least five will respond, which implies a nontrivial chance that fewer than five will respond. This can be contrasted to the performance from an aggregation of 1200 responsive loads of 500 kW each with only 90% reliability each. This aggregation typically delivers 540 MW (as opposed to 600 MW) but never delivers less than 520 MW. Larger aggregations of individually smaller loads provide an even more vertical response characteristic. As this example illustrates, the aggregate load response is much more predictable and the response that the system operator can “count on” is actually greater. Monitoring requirements should be based on the reliability requirements of the system, recognizing that large deterministic resources present a different monitoring requirement than aggregations of small statistical resources in order to achieve the same system reliability. The common communication system should be monitored at the SCADA rate to assure that the deployment signal is broadcast but there is no need to monitor each load with SCADA.
Fig. 4.  Larger numbers of individually less reliable responsive loads can provide greater aggregate reliability than fewer large generators.
Some responsive loads, like residential air conditioning, are not available all of the time. Their daily and seasonal load cycles are quite pronounced. This is not, in fact, a problem however. Though the power system’s need for spinning reserve is continuous the availability of spinning reserve from alternative suppliers is not. Ample lightly-loaded generation is available at night to supply spinning reserve so there is no need for air conditioning to respond at that time. Reserves are in short supply at precisely the time air conditioning load is high. Figure 5 shows contingency reserve prices (an indication of the need for alternative supply) and air conditioning load versus time of day.
Figure 5 also shows why it is so important for loads to be able to supply spinning reserve rather than just non-spinning reserve. Spinning reserve prices are typically two to three times non-spin prices which are two to three times replacement reserve prices. This indicates that non-spin and replacement reserve are less important for power system reliability, or that there are more alternative supplies. The higher price is also obviously important to the load that is selling the service. The higher price enables more load to respond, which is also good for power system reliability.
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Fig. 5.  Hourly prices show that the power system needs spinning reserves from load at the same time it is available from air conditioners.

Co-optimization presents significant challenges for loads supplying ancillary services and especially spinning reserve. As discussed above, a critical reason some loads are better suited to supplying spinning reserve rather than peak reduction is because load response duration is limited. Co-optimization can extend the response duration unacceptably and force the load to withdraw from the market, harming power system reliability.

Co-optimization (also called joint optimization, simultaneous optimization, or rational buying) minimizes the total cost of energy, regulation, and contingency reserves by allowing the substitution of “higher value” services for “lower value” services.  If a generator offers spinning reserve at $8/MW-hr, for example, and other generators are offering replacement reserve at $12/MW-hr the co-optimizer will use the spinning reserve resource for replacement reserve (instead of the replacement reserve offered) and pay it the spinning reserve clearing price. Co-optimization has many benefits. It encourages generators to bid in with their actual costs for energy and each of the ancillary services. When they do so the co-optimizer is able to simultaneously minimize overall system costs and maximize individual generator profits. 

Unfortunately, co-optimization can effectively bar responsive loads as well as emissions-limited generators and water-limited hydro generators from offering to provide ancillary services. 
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NYISO, ISO-NE, & CAISO Reserve Deployment Events

Deployment Duration

NYISO Deployed Reserves 239 times in 2002

Average deployment was under 11 minutes

Average time between deployments was 1.5 days



ISO-NE activated shared reserves 19 times in 2005

Average duration was under 11 minutes

Average time between deployments was 19 days



CAISO dispatched reserves 26 times in 2005

Average duration was under 9 minutes

Average time between deployments was 14 days 

NYISO

ISO-NE

CAISO

Fundamentally the problem is that the co-optimizer is unable to deal with a rising cost curve. Many responsive loads differ from most generators in that the cost of response rises with response duration. An air conditioning load, for example, incurs almost no cost when it provides a ten minute interruption but incurs unacceptable costs when it provides a six hour interruption. Conversely a generator typically incurs startup and shutdown costs even for short responses but only has ongoing fuel costs associated with its response duration. In fact, many generators have minimum run times and minimum shutdown times. This low-cost-for-short-duration-response (coupled with fast response speed) makes some responsive loads ideal for providing spinning reserve but less well suited for providing energy response or peak reduction. A generator benefits economically when response duration is extended but a load is hurt. The co-optimizer assumes that all offering entities behave like generators and benefit from longer response.
Unfortunately current market rules in New York and New England let the ISOs dispatch capacity assigned to reserves for economic reasons as well as reliability purposes. As long as the ISO has enough spinning and non-spinning reserve capacity to cover contingencies, it will dispatch any remaining resources economically regardless of whether that capacity is labeled as contingency reserve or not. Ancillary service and energy suppliers are automatically co-optimized.

This policy works well for most generators but causes severe problems for loads that need to limit the duration or frequency of their response to occasional contingency conditions.  Loads can submit very high energy bids in an attempt to be the last resource called but this is still no guarantee that they will not be used as a multi-hour energy resource. Submitting a high cost energy bid also means that the load will be used less frequently for contingency response than is economically optimal. Price caps on energy bids further limit the ability of the loads to control how long they are deployed for. 

Fortunately there is a simple solution. California had this problem with their rational buyer but changed their market rules and now allows resources to flag themselves as available for contingency response only. PJM allows resources to establish different prices for each service and energy providing a partial solution. ERCOT does not have the problem because most energy is supplied through bilateral arrangements that the ISO is not part of; energy and ancillary service markets are separate. Possibly as a consequence half of ERCOT’s contingency response comes from responsive load (the maximum currently allowed) while no loads offer to supply balancing energy.
B.   Some Loads May Be Able To Provide Better Regulation Than Generators
Regulation, the minute-to-minute varying of generation or consumption at the system operator’s command in order to maintain the control area’s generation/load balance, is the most difficult ancillary service for loads to provide. Automatic generation control (AGC) commands are typically sent from the system operator to the regulating generators about every four seconds (Figure 6). Regulation is also the most expensive ancillary service so it may be the most attractive service to sell for loads that are capable of supplying it.
Fig. 6.  Regulation provides the minute-to-minute balancing of generation and load.

Some loads may have the inherent capability to provide regulation. Loads that are electronically controlled potentially could follow automatic generation control commands. Loads with large adjustable speed drives or solid state power supplies are candidates. Product quality must be independent of the rate of electricity consumption to allow the power system operator to adjust the load’s consumption. Energy efficiency can be impacted by the rate of electricity consumption. Efficiency reductions simply impact the cost of providing regulation.

Excess production capacity is required for loads to provide regulation. The average load must be below full factory production capability in order to have sufficient capacity to move up in load when directed by the system operator. Similarly, the load can not be at minimum production because there must be room to reduce consumption when directed.

A number of load types may have the capability and inclination to provide regulation: 

· Induction & ladle metallurgy furnaces 1,000MW

· Air liquefaction 1,000MW

· Gas & water pumping with variable speed motor drives

· Electrolysis: >14,000MW

· Aluminum 6,500MW

· Chlor-alkali 4,500MW

· Potassium hydroxide 1,000MW

· Magnesium, sodium chlorate, copper

Interestingly, it is likely that electronically controlled responsive loads could provide regulation of significantly greater value than that provided by conventional generation. Thermal generators generally do not follow regulation requests closely. A load with a solid state control may follow regulation commands perfectly. This may reduce the power system’s regulation requirements. If the load incurs little incremental cost for response (given the capital cost to make the load ready to respond, the opportunity costs for changing production schedules, and the efficiency losses associated with controlling the process) the load may become the preferred regulation resource.

Figure 7 compares the actual power system regulation requirement from a 30,000 MW control area before and after an ideal 50 MW regulation resource was simulated. While the total 250 MW regulation requirement is only reduced by 50 MW it is clear that the remaining 200 MW of regulation is exercised far less after the 50 MW ideal regulator is deployed. It may be appropriate to pay the ideal regulator more than other slower and less accurate sources of regulation. Clearly more research is required to determine if this speculation is accurate but given the cost of regulation the research is certainly justified.
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Fig. 7.  The 250 MW regulation requirement of a 30,000 MW control area (left) is significantly reduced in terms of swing duration and swing frequency with the deployment of a simulated 50 MW of ideal regulation resource (right).
Providing regulation may be especially attractive for aluminum smelters. Aluminum production is electricity intensive and therefore sensitive to electricity price. The process itself uses high current DC power and can be electronically controlled very quickly and accurately if an appropriate power supply is used. Numerous pot lines have closed in the United States because production is not economic with available electricity prices. Selling regulation might reduce the net cost of electricity significantly. For example, regulation cost $40/MW-hr in the NYISO market in 2005 ($56/MW-hr in the first half of 2006). Prices in other ISO ancillary service markets were similar. An aluminum plant with three operating and one idled 100 MW pot lines could run all four pot lines at 75 MW average each, achieve the same 300 MW average aluminum production, and sell ±100 MW of regulation for $35 million/year ($49 million/year based on 2006 prices) (Figure 8). Pot lines may have to be redesigned to make this feasible, power supplies and controls would have to be added, and plant efficiency losses would need to be determined – not small tasks – but the potential to reduce aluminum production power costs is significant.
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Fig. 8.  A 4 pot line aluminum smelter, with 1 line shut down, could sell significant regulation by restarting the idle line, operating all 4 lines at ¾ load, and following AGC commands with all 4 lines.
C.   Microgrids Increase Responsive Load Benefits
Microgrids, which provide coordinated control of generation and load within a confined geography such as an industrial park or a section of a city, enhance the benefits that responsive loads can provide. The fast, accurate load response can be backed with generation and slower load to sustain the response when required. Fast load response can also be used to enable accurate following of energy transaction schedules thus avoiding energy imbalance payments. The microgrid’s cogeneration can be better optimized with energy available from the interconnected power system.
Interestingly, aluminum plants again provide a good example. Some aluminum plants have significant dedicated generation, either on-site or directly connected through dedicated transmission. These integrated facilities are some of the first microgrids. It has long been recognized that hydro generation associated with aluminum production is more valuable when it is folded into the host utility’s economic dispatch or when it interacts directly with the regional energy and ancillary service markets. This captures the value of hydro response while serving the base aluminum load with less flexible generation.
This concept may now be extended with the aluminum pot lines providing fast, accurate response for regulation and spinning reserve and the associated generation moving to sustain the response when required. 

D.   Implications for the Future
Encouraging responsive loads to provide regulation and spinning reserve is good for power system reliability, good for the responsive loads, and good for all power system customers. It is good for the power system because responsive loads can frequently supply faster, more accurate and more reliable response than generators. It is good for the responsive loads because regulation and spinning reserve are a better match to some loads inherent response capabilities than providing peak reduction or responding to energy markets. It also provides the loads with an additional income. It is good for all power system customers because it increases reliability and reduces costs.

Reliability and market rules should be designed around power system physical requirements, not around the characteristics of the incumbent supply technology. Metrics should reward helpful behavior. Metering and communications systems should be designed with sufficient capability to accommodate ancillary service supply from loads.

Supplying ancillary services is not exclusive of providing peak reduction or responding to energy markets. Many loads will want to optimize their responses to each as power system needs and market prices vary.
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